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Abstract
In 2013 we used 3D scanning, 3D modeling, and 3D 
printing to produce a life-size replica of a running cheetah, 
one side of which is cut away to show the cheetah’s 
skeleton.  We used photogrammetry of a mounted cheetah 
specimen to produce a 3D model of the body, selectively 
cut away the proper right side, and produced 3D printed 
skeletal elements derived from CT scanning an alcohol-
preserved cheetah to show the skeleton. In this paper we 
discuss what we learned about photogrammetry as it applies 
to creating 3D computer models of large, furry, natural 
history specimens.  We discuss the process of extracting 
models from CT scans and consider the difficulties and 
benefits of 3D printing as a replication method in a museum 
context. In particular, we focus on practical issues relating 
to the production of accurate 3D models, provide some 
commentary on the currently available software packages, 
and discuss what we would have done differently in the light 
of our subsequent experience using the various workflows 
which we developed.

Introduction
At the Field Museum we have been CT scanning objects for 
six years. For the past three years we have been 3D printing 
objects for research and exhibition and using various 
techniques (laser scanning, structured light scanning, and 
more recently, photogrammetry) to make 3D surface scans. 
In the summer of 2013 the exhibits department asked our 
help to make a life-size 3D model of a running cheetah for 
an international traveling exhibit on biomechanics. The 
request was for a model which showed the contours of a 
cheetah’s body along one side, and revealed its skeleton 
on the other so that the adaption of the cheetah’s skeleton 
to provide impressive running speeds could be illustrated.  
This meant that we would be working from two very 
different types of objects to produce the body and the 
skeleton.

The Field Museum has several cheetah skeletons and a 
taxidermy cheetah (mounted in a running posture, fig. 1). 

There were two reasons why these specimens were not used 
for the tour. Firstly, cheetahs are an endangered species, and 
it is a complex legal matter to move such specimens across 
international borders. Secondly, using real specimens of 
such value requires providing a climate-controlled vitrine 
for the specimen. To make and tour such a vitrine for an 
object the size of an adult cheetah is quite expensive. We 
preferred to save the cost of such a vitrine for other aspects 
of the exhibit. 

Capturing the Body Model
We had three options to get a 3D model of a cheetah body 
from the mounted cheetah specimen: laser scanning, 
structured light scanning, and photogrammetry. Quick tests 
showed that laser scanning worked poorly on specimens 
with fur -- the laser light scatters in the fur and does not 
give a clean return. Our structured light setup could not be 
scaled up to the size required to image the full cheetah, and 
we suspected that similar problems of the light pattern being 
scattered by the fur would apply. The final remaining option 
was photogrammetry.

Photogrammetry is the process of extracting a three 
dimensional model from a series of overlapping visible light 
images of a surface. The scale-invariant feature transform 
(SIFT) algorithm (Lowe 1999) and its derivatives have 
made digital photogrammetry increasingly attractive for 3D 
surface capture. High-resolution digital cameras with high 
dynamic range have widened the possibilities for capturing 
suitable images. 64-bit computers and cheap software 
have made it quite easy to process these images into a 3D 
computer model. 

The remaining problems relate to capturing the right sort of 
images for input to the photogrammetry software: lighting 
must not change during the shoot; focus should not change 
during the shoot; each feature to be extracted from the 
surface must be in sharp focus in at least three images.

Because photogrammetry was a new technique for us, we 
made some tests with smaller specimens (a cuddly ‘Tigger’ 
toy and a mounted marmot). What we found was that 
 -  The object must not move relative to its surroundings.
 -  All areas of the object, from front to back, must be sharp  
    focus in each image.
 -  The object should fill the frame, so far as possible.
 -  Light sources should not appear on the field of view.      
    Where capturing a light source in an image is unavoidable     
    (as when shooting at an upward angle), the light source  
    should not be partially obscured by any of the object’s  
    edges. Exposure should be adjusted for the object  
    surface, and the light source should be overexposed.
 -  More images are needed than intuition suggests. Taking  
    images in a circle at 10° intervals is generally sufficient  
    for objects with little occlusion, but taking images every  
    5°, or even 2°, may be necessary if complex geometry  
    with deep relief needs to be captured. At least three –  
    preferably four – different heights are required. 
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Fig. 1.  Taxidermy cheetah.
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 -  The distance from the camera to the object should be about        
    the same as the image dimension.
 -  Images should be as noise-free as possible.
 -  The focus of the camera lens should stay the same during  
    the entire photographic capture process.
 -  The object must be evenly lit (no harsh shadows), and  
    the position of shadows must not change during the shoot.   
    This implies that you must move the camera around a  
    fixed object rather than using a fixed camera and rotating  
    object.

These constraints need careful planning to get a useful 
image set when photographing an object in the round. 
Although we did some planning and got a usable result, this 
was our first attempt at photogrammetry of a large, furry, 
three-dimensional natural history specimen. It is instructive 
to compare what we did for the cheetah to what we would 
do now that we have more experience.

What we did
The mounted cheetah specimen (fig. 2) measured 1.7 m 
nose to tail, stood about 1 m high, and was about 0.5 m at its 
widest point. Getting well-focused images over an extended 
distance requires using a midrange f-number (aperture 
setting) on the camera lens. If the f-number is too low 
(aperture wide open), then the depth of field is too small and 
not enough of the object is in focus. It would seem, then, 
that using the largest available f-number (smallest aperture) 
would be best, but there are two problems with this solution. 

First, if the f-number is too high then diffraction effects 
from the small aperture reduce image sharpness. Second, a 
small aperture allows less light into the camera, and so we 
must either increase exposure time or ISO sensitivity, but 
both these options increase image noise. In our experience, 
the best f-number for sharpness with an extended depth of 
field turns out to be between f/8 and f/11. 

Keeping lights out of the field of view while providing 
even lighting can be a problem. Using an aperture of f/11 
implies that you need bright lighting or a high ISO number 
(at or above 800 ISO). To get images of the underside of 
the mounted cheetah’s belly we needed to shoot from low 
down at an upwards angle. We calculated that we could not 
raise lights on stands high enough to exclude them from the 
camera’s field of view in these upward shots. 

We considered shooting outside on a cloudy day, or under 
the big skylight ceiling of the museum’s central atrium, but 
these options had the same problems of light in the field 
of view. Also, members of the public would be walking 
through these locations and would not have a consistent 
position in the different images. We thought that having 
people’s position in the field of view change might confuse 
the photogrammetry software (or, at least, introduce 
unwanted noise). 

In the end we selected one of our smaller galleries (lights at 
about 5 m), excluded the public for two hours, and turned on 

all the fluorescent work lights. The average light level at the 
cheetah was about 300 lux, and we were able to shoot f/8 at 
1/5s at ISO 800.

Our camera was a Nikon D7100 (3/4 frame DSLR, 14 bit 
raw files, 24 MPixel resolution). We prepared the gallery by 
laying out sheets of white paper on the floor to help reflect 
light up underneath the cheetah. We wheeled the mounted 
cheetah on a flatbed cart on top of the paper. 

Using the cheetah as a center point, we measured out a 2.5 
m radius ‘shooting circle’ and marked it with pieces of blue 
painter’s tape. We mounted an 18-55 mm zoom on the camera, 
set the camera to autofocus and manual exposure, mated it to a 
wheeled studio stand for stability, and used a remote release to 
minimize camera shake during shutter release. 

We moved the camera around the shooting circle taking 
between 60 and 70 photos at each of three different heights 
(looking up, looking straight on, looking down). We then 
mounted the camera on a 2.5 m mobile ladder and took 
another series of images looking down on the cheetah from 
a high angle. During photography we varied the zoom level 
of the lens to ensure that part of the gallery was in each 
image along with the cheetah (which we thought at the 
time would help the reconstruction).  The focal length of 
the zoom was typically between 20 and 24 mm.  Part of the 
overall process is shown in figure 2.

What we would do now
Given that the best compromise of depth of field and 
sharpness was in the aperture range f/8-f/11, we would 
calculate the depth of field and image size for lenses 
of different focal lengths using an online photographic 
calculator (e.g., Lyons 2014) to get a distance which filled 
the frame with the cheetah. To fill the frame at a 1:1 subject-
to-camera-distance vs. imaged width, we would calculate 
that a 20 to 24 mm focal length would give the best results 
on our Nikon D7100 camera. (The D7100 is a 3/4 frame 

by J.P. Brown

Fig. 2. Image capture for photogrammetry of the mounted cheetah 
specimen, shooting straight on and showing the shooting  circle.
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camera, so a 20 or 24 mm lens on this camera corresponds 
to around 30 or 38 mm focal length on a full-frame DSLR. ) 

With a 24 mm lens at f/11 on a 3/4 frame camera, the 
hyperfocal distance is a little over 2.75 meters. With the 
lens focused at the hyperfocal distance, everything between 
around 1.4 m and infinity should be sharp. The focal 
distance and horizontal field of view are about equal for a 
24 mm lens on a 3/4 frame DSLR, so the horizontal field of 
view will be about 2.7 m. Since the length of the mounted 
cheetah was 1.7 m, we would get closer to fill the frame. 

The best distance would seem to be around 2 m from the 
center of the object to the camera. At this distance, with 
a 24 mm lens at f/11, the horizontal field of view reduces 
to 1.9 m and the sharp focus zone runs from about 1.2 to 
7.1 m. Given this zone of sharp focus, Rather than laying 
out a shooting circle, it might have been better to lay out a 
shooting oval -- closer to the side of the cheetah, and further 
away at the head and tail.

Since the optical path should stay invariant, we should avoid 
changing focus on the lens (switch off autofocus and tape 
the focus ring of the lens to prevent movement). We would 
also set the camera to use aperture priority rather than full 
manual; in this mode the camera keeps the aperture constant 
and only the exposure time varies. Varying the exposure 
time does not cause a change in the camera’s optical path 
and so does not affect photogrammetry (except that long 
exposure times may introduce noise). 

We would also turn off all the camera’s image sharpening, 
lens correction, and noise reduction features to get images 
which are as free of imaging artifacts as possible. Where 
we needed to alter exposure value, we would change the 
exposure compensation value in the camera rather than 
adjusting the aperture.

Processing the Body Images 
Having acquired the images, we then needed to select 
photogrammetric software to convert them to a 3D model. 

We had evaluated four software options:

 -  AutoDesk 123D Catch is a free, cloud-based, 
photogrammetric reconstruction service which also offers 
desktop and mobile versions. You convert the images to 
JPEGs and upload them to a project page as a reconstruction 
job. At some later point a status indicator on the page tells 
you that the job is completed, and you can download the 
resulting 3D files. 

The number of image files which you can upload to the free 
version is limited to around 70 JPEGs, and these images 
are, apparently, down-sampled during transmission to the 
site. The terms of use for the site require granting AutoDesk 
unlimited rights to any content that you upload. The quality 
of 3D reconstruction provided by this ‘high quality’ option 
on this service is often quite good. For many museum 
purposes, though, the terms of use are unacceptable.[1]

  -  Visual SFM is a photogrammetry program developed by 
Changchang Wu (Wu et al 2011). The program is free for 
personal, non-profit, or academic use. Visual SFM provides 
a GUI and a sparse reconstructor. An extra package such as 
the open-source PMVS2 (Furukawa and Ponce 2010) must 
be downloaded and copied to the program directory to allow 
the program to produce dense reconstructions. 

The final product of Visual SFM with the additional package 
is a dense point cloud which can be further processed with 
such packages as MeshLab or Cloud Compare to produce a 
surface mesh. Images in Visual SFM are limited to a widest 
pixel dimension of 3,200 (larger images will be down-
sampled, sometimes severely). Visual SFM only accepts 
JPEGs and requires a decent graphics card to operate at 
reasonable speed. 

Sparse reconstruction with Visual SFM is reasonably 
fast, but the necessity to install another package for dense 
reconstruction makes installation a little cumbersome, and 
using another program to convert the dense point cloud to 
a mesh, makes the workflow less streamlined than the other 
packages reviewed here.

 -  Agisoft Photoscan is a commercial photogrammetry 
package, and the software price has deep discounts for 
educational users. The Standard edition currently costs 
$179 without discount. A 30 day trial version is available. 
Photoscan is a complete package (sparse point cloud to 
textured mesh) and is relatively easy to use. 

Three particularly useful features are the ability to crop to 
a region of interest after sparse reconstruction, the ability 
to manually mask out features in the images to prevent 
their being considered during the pattern recognition phase, 
and the ability to set up batch processes which can run 
unattended. Photoscan can handle TIF and BMP as well as 
JPEG. We did not experience any image size limitations. 
Photoscan gave consistently better results than the Visual 
SFM + CMVS/PMVS + CloudCompare workflow.

 -  Acute3D Smart3DCapture Scanner. At the time of 
writing, Acute3D Smart3DCapture comes in several 
different editions (including a somewhat limited free 
edition), and it is not clear which of the current offerings 
corresponds to the ‘Scanner’ package that we tested in 2013. 

The software we tested was complicated to use, but gave 
very good results and could ingest native RAW files as 
well as TIF. We were given a quote of $9,750/year for the 
software. Some of the offerings in Acute3D’s current range 
of packages are cheaper than this figure.  Interestingly, the 
Acute3D website says that AutoDesk’s 123D Catch system 
uses Acute3D’s algorithms (Acute3D 2014).

One notable difference between Smart3DCapture and 
Photoscan, other than Smart3DCapture’s ability to ingest 
RAW image files directly, was that the final meshes 
produced by Smart3DCapture appeared better optimized 
than those produced by Photoscan. Smart3DCapture also 
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coped better with areas with little texture such as the top 
surface of the wooden podium on which the cheetah was 
mounted; in Photoscan areas with no texture tended not 
to get reconstructed. This may be due to Smart3DCapture 
using images with a higher dynamic range than PhotoScan.

The price-performance difference of Smart3DCapture 
compared to PhotoScan did not seem to justify the 
difference in cost for our application, so we went ahead with 
PhotoScan. 

The 14-bit raw images of the cheetah were converted to 
8-bit color TIF using Adobe’s Camera RAW utility in Adobe 
Bridge. We adjusted only color balance and exposure during 
the conversion, in all cases trying to get a nicely equalized 
exposure histogram with no clipping at the top or bottom 
exposure range. All sharpening effects in RAW were turned 
off or set to zero. 

The TIF images were then run through Photoscan to 
produce the cheetah model. The batch feature of PhotoScan 
was extremely helpful: after reconstructing the sparse point 
cloud, we were able to select the cheetah as a region of 
interest, set the program options for dense reconstruction 
and mesh generation, and then leave the program running 
overnight. In all, the reconstruction from loading the images 
to final, textured model, took a little over ten hours running 
on a PC with Intel Core i7-3960X Extreme 6-core CPU, 64 
GB RAM, and an ASUS GeForce® GTX Titan GPU with 6 
GB RAM. 

Results are shown in figure 3.

The usefulness of the batch processing feature present 
in both the Agisoft and Acute3D software is worth 
emphasizing. You can collect images during work hours and 
then run the reconstruction overnight. With a little practice 
tweaking the software options, very satisfactory results can 
be obtained.

One feature of SIFT-based photogrammetry in general 
which is also worth mentioning is that, unlike laser and 
structured light scanning, the resulting models are not 
inherently scaled to life-size. That is, the proportions of 
the model will be correct, but actual dimensions will be an 
arbitrary fraction of the true size. It is necessary to have at 
least one, preferably two, known dimensions in the scene, 
provided by scale bars or reference marks placed in the 

scene so as to appear in several of the images. In our case 
we measured the dimensions of the painted wood podium on 
which the cheetah was mounted and used these to scale the 
model to life-size in MeshLab.

Once the model was scaled to life-size we repositioned the 
tail slightly in software to conform more closely to what we 
were advised was the natural tail position of a cheetah in 
mid-gallop. I have to say that we did not make a particularly 
good job of it -- we were using sculpting features of 
the Blender software package which, at the time, were 
unfamiliar to us. 

Capturing the Skeleton Image
Choice of specimens and scanning technique
The Field Museum’s mammal collection contains several 
prepared cheetah skeletons. Some of the skeletons are held in 
partial articulation by residual connective tissue, others are 
fully disarticulated. The collection also contains one alcohol-
preserved cheetah -- a specimen that died in a zoo in the 1970s. 

We considered casting copies of the bones, but the intricate 
structure of many of the bones (especially the skull and the 
vertebrae) made casting look like a lengthy and possibly 
damaging process. Producing 3D models by laser, structured 
light, or photogrammetry also looked like a long, though 
somewhat less damaging, process. We decided to use 
medical CT scanning to produce models of the bones. 

Since we worried about our ability to articulate the resulting 
models correctly in software, we decided not to scan 
individual disarticulated bones. Rather, we used the partially 
articulated skeletal elements together with the pickled cheetah 
as a reference for how the bones should articulate in life. 

We reviewed the prepared skeletal elements looking for 
groups with a high degree of articulation. In the end we 
selected the legs from one cheetah and the spine, tail, 
ribcage, neck, and skull from another. 

We have used medical gantry CT scanners to examine 
cultural property and natural history specimens on many 
occasions over the last six years, and we have found that it 
is important to ensure some separation between the object 
we are scanning and the bed of the scanner. Sheet foam 
materials with low x-ray attenuation such as polyethylene, 
polystyrene, or polyether foam provide such separation. 

Fig. 3. Photogrammetric model reconstruction using Agisoft PhotoScan: 
 a. sparse point cloud;                  b. dense point cloud;                           c. mesh model;                                      d. textured mesh.
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The density of the foam is not usually important since the 
cell walls of any foamare much thinner than the resolution 
of the scanner. If the object being scanned has very low 
x-ray attenuation (textiles), then we use phenolic florist’s 
foam covered with polyethylene wrap to give a very low 
attenuation separation layer.

To mount the bones for transport and scanning we followed 
a protocol developed by our colleague Shelley Paine.
After measuring the bones, we made acid-free corrugated 
cardboard trays of the correct size to allow longitudinal 
orientation of the bones. We made individual boxes for the 
legs, thorax, cranium, mandible, and pelvis, and for the 
bones of the tail. We lined the bottoms of the trays with 1 
cm thick low-density polyethylene foam, friction-fitted to 
the interior of the trays.  We laid the bones on the foam in the 
trays, securing them to the foam with strips of washed Tyvek 
tucked into the foam with the tip of a steel micro-spatula. 
The strips secured the bones in the correct orientation for 
CT scanning, the foam provided good x-ray separation of the 
bones from the cardboard, and the trays allowed specimens to 
be transported and handled with little likelihood of damage.

The alcohol-preserved cheetah is normally stored in a 
wheeled stainless steel container of alcohol. For transport, 
we lined the interior of a large polypropylene storage bin 
with alcohol-soaked cotton sheets. We lifted the cheetah 
out of the tank into an enameled steel tray to drain off the 
excess alcohol (fig.4), and then transferred the cheetah to 
the polypropylene bin, wrapping the loose ends of the sheet 
over the specimen to prevent drying. The bin was then slid 
into a large polyethylene bag which was sealed to prevent 
evaporation of the alcohol during transport. 

Shooting straight on CT scanning
As with laser and structured light scanning, x-ray CT 
scanners are sized for a particular range of imaging 
volumes. Medical gantry CT scanners are sized for humans 
from children up to adults. For natural history specimens 
this equates to specimens from the size of 20 lb dogs and 
up. Although smaller natural history specimens such as 
birds and reptiles can be imaged in medical gantry CT 
scanners, the results are not nearly as good as the results 
from using a large volume micro-CT scanner. Nonetheless, 
one may choose to use medical gantry CT scanning, even 
if the results are less than optimal, because the equipment 
is much more widely available than large volume micro-
CT scanners.

There are two sizes of medical gantry scanner. ‘Standard 
bore’ scanners – the most commonly encountered type 
– have an aperture from 70 to 78 cm wide with a field of 
view of 50 cm (ImPACT, 2009a). ‘Wide bore’ scanners, as 
the name suggests, have a larger aperture -- 80 to 85 cm 
in diameter -- and a reconstruction diameter which varies 
according to model from 50 cm up to 72 cm (ImPACT, 
2009b). 

Wide bore scanners are less common and are used when 
patients must be scanned with accompanying supports 
or medical equipment which would not fit through the 
narrower aperture of a standard scanner. Wide bore scanners 
do not necessarily have a wider field of view than standard 
bore scanners. Thus, though a larger object can be passed 
through a wide bore scanner, the volume which can be 
imaged may be somewhat narrower than the size of the 
aperture suggests.

We moved the mounted bones and the cheetah by wheeled 
cart to the museum’s parking lot and then loaded them into 
a van for transport. We took the bones to a CT scanner at 
the Department of Oncology at the Duchossois Center for 
Advanced Medicine (DCAM) facility of the University of 
Chicago. 

Fig. 5. Scanning of prepared cheetah bones at DCAM.

Fig. 4. Draining the alcohol-preserved cheetah specimen.
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We scanned the prepared cheetah bones, and the pickled 
cheetah using a Phillips Brilliance Big Bore in the 
Department of Oncology at DCAM (helical scan protocol 
at 120 kVP with a slice thickness of 0.8 mm and a slice 
spacing of 0.4 mm). The boxes of prepared bones were 
lined up on the scanner bed, and each box was scanned 
individually (fig. 5). 

Reconstruction diameter and pixel spacing for the prepared 
bones varied according to the specimens being scanned. 
The posture of the alcohol-preserved cheetah (back 
hunched with legs extended at an angle) necessitated three 
overlapping scans: one for the hind legs and tail, one of the 
chest and abdomen, and one of the forelegs and head. The 
scans of the bones and the alcohol-preserved specimen were 
reconstructed twice, once with a bone filter and once with a 
smooth filter. 

We copied the scans to a portable hard disk and took 
it back to the museum along with the specimens. We 
then copied the scans from the portable disk to network 
attached storage and reintegrated the specimens into the 
collections. Our experience is that, when multiple CT 
scans are taken during a single visit, copying the data from 
the medical workstation to hard disk may take over an 
hour; we always try to build in time for the data transfer at 
the end of the scanning visit.

Processing the Skeleton Images: Segmentation
Segmentation is the process of defining three-dimensional 
regions of interest within a CT scan. If the segmentation 
software allows, the outer surface of a region of interest 
can then be exported as a 3D mesh. (For more on CT 
segmentation and associated software see Brown & Martin, 
in press.) The scans of the mounted bones were easy 
to segment, because the difference in x-ray attenuation 
between the bones and the surrounding air (or the 
polyethylene foam) was large. 

We used VG Studio Max for the initial segmentation, 
exported 3D models as STL files, and then brought the 
scans and STL models into Mimics for further refinement. 
In general, we found the smooth reconstructions easier to 
segment, and the outer surfaces of the bones were easily 
found with automated segmentation tools. 

When we had completed the initial segmentation and 
extracted 3D models of the bones, we roughly positioned 
the individual skeletal elements in Blender – a free, open 
source animation package (fig. 6).

Blender offers many advantages when working with 3D 
models that include related sub-models of independently 
moving parts. The most important of these advantages is the 
ability to define parent-child relationships between parts. 
For instance, we could make the femur the parent of the 
tibia and fibula, and the tibia, in turn, the parent of the foot. 
With these relationships defined, when we repositioned 
the femur, the tibia, fibula, and foot would move with 
it, maintaining their position with respect to each other.  

Without these parent-child relationships, repositioning 
one bone model means that you must then reposition each 
related bone, one-at-a-time. With so many individual 
movements it becomes easy for associated elements to get 
left behind, or for the spatial relationships between parts to 
become progressively distorted.

Once we had roughly assembled the models from the 
prepared bones, we found, unfortunately, that we had a 
mismatched set of bones. The legs, which came from one 
cheetah, were too long for the body which came from a 

Fig. 8. Final model integrating skeletal elements and body volume. 
Rendered in Blender.

Fig. 6. Prepared bones roughly associated. Image rendered in 
Blender.

Fig.7. Segmentation of the bones from the alcohol-preserved 
cheetah specimen.
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different cheetah. (Also, we also realized that we had neglected 
to scan any of the claws.) So we turned to segmenting out the 
bones from the alcohol-preserved specimen since these would 
all be the correct relative size (and the claws were in place). 
Segmenting the bones from the alcohol-reserved cheetah 
was difficult in some cases since there was little difference in 
x-ray attenuation between the smaller bones and the alcohol-
preserved flesh. 

In particular, we had to segment parts of the skull, vertebrae, 
and tail bones by hand, and we could only approximate the 
outline of the costal arch of the ribs (fig. 7).

“Posing” the Bones 
Having completed the segmentation of the bones from the CT 
scan of the alcohol-preserved cheetah, we then reposed them 
in Blender to fit the model of the cheetah body, enlarging the 
body model slightly to fit the bones. The proper right side 
of the body model was then selectively removed in 3-matic 
to expose the bones, and the bone models were posed and 
superimposed to match the contours of the body model.

One of the more difficult problems in posing the bones was 
the correct alignment of the vertebral and tail bones. These 
bones are separated by cartilaginous discs which change 
shape according to the curve of the spine. Since the alcohol-
preserved cheetah was in a slightly twisted posture with its 
legs outstretched and tail tucked in (rather different from 
the gathered posture of the body model with the outstretched 
tail), we had to reposition each vertebral bone (with associated 
ribs where appropriate) to achieve curves for the spine 
and tail which matched the body model. It turned out to be 
extremely difficult to align the vertebrae correctly by eye. 

After some experimentation we solved this problem by 
cutting the vertebral models in half along the long axis 
and, looking from the proper left side, used the line of the 
hollow through which the spinal cord runs (vertebral canal) 
to estimate the correct the alignment between adjoining 
bones. Again, Blender’s parent-child relationships were 
enormously helpful in positioning the elements. 

We then used Blender and the digital modeling program 
ZBrush to model in the cartilaginous discs between the 
vertebral elements and the costal arches of the ribs. Zoology 
department staff reviewed the model periodically for 
correctness (fig. 8). 

3D Printing
Choosing the process
Having produced a credible 3D computer model of the 
proper right half of the skeleton, we had to determine 
how to convert it to a three-dimensional reality. The two 
main types of automated three dimensional production are 
additive (‘3D printing’) and subtractive (‘CNC cutting’).

CNC cutting is performed by cutting away excess material 
from sheet stock using computer-numerical-control (CNC) 
machines. CNC cutting is fast and can use a wide variety 

of conservation-safe stock materials. Build volumes in 
CNC can be large (machines can operate on 4’x8’ boards). 
Unfortunately basic 3-axis CNC cutting has difficulty 
with undercuts and large build heights. When 3-axis CNC 
is used, it is usual to decompose the model into multiple 
layers, machine them individually, and then adhere the 
layers together. 

3D printing works by building up the model in very thin 
layers, one layer at a time, the current layer being deposited 
on top of the previous layer. There are a wide variety of 
techniques, four of which will be described here: 

 -  Fused deposition modeling (FDM) works by extruding 
a thin layer of molten thermoplastic material from a heated 
extruder onto a print bed. A computer controls the distance 
between the extruder and the print bed and can instruct 
either the bed or the nozzle to move front-back and left-right. 

An initial layer of polymer is laid down with the extruder 
just above the bed. After the first layer of polymer has 
cooled, the extruder is moved slightly further from the bed 
(either the extruder moves up, or the bed moves down), and 
the next layer of polymer is deposited on the previous layer. 
The process is repeated until the model is fully built. 

FDM can be nicely conceptualized as a super-stupid robot 
glue gun. Printing with FDM is cheap but is limited to 
thermoplastics; ABS, PLA, and PET are all printable by 
this technique, although only PET is likely to give a good 
indication of long-term stability on an Oddy test (equivalent 
to a result of Permanent in Schiro 2011). 

 -  Stereolithography (SLA or SL) uses a UV laser to 
selectively harden a liquid photopolymer. Again, the first 
layer is adhered to a bed which is initially just below the 
surface of a bath of liquid resin. Once the first layer has 
been laid down, the bed moves so that the previously 
deposited layer is just covered by liquid resin and the laser 
hardens the next layer. The process is repeated until the 
model is complete. 

SLA is more expensive than FDM, but reproduces fine 
detail better. The photopolymers used probably have 
intermediate longevity at best, and some of these polymers 
may cause allergic contact reactions in some people. 

 -  Selective laser sintering (SLS) uses a laser to fuse a fine 
powder in a heated chamber. A layer of powder is scraped 
into the chamber and rolled flat. The laser selectively fuses 
the powder where the model needs to be solid. A piston 
at the bottom of the chamber moves down slightly, a new 
layer of powder is scraped into the chamber and rolled into 
place, and the laser selectively fuses the new powder to the 
previous layer. Materials with good stability are available 
including nylon 6 (cheap), stainless steel, and tungsten (very 
expensive).

 -  3DP, which goes by a variety of commercial names 
(‘Colorstone,’ ‘Multicolor,’ ‘VisiJet’), is a method similar 
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to SLS. Again, printing is performed in a chamber using a 
powder, which, in this case, is gypsum. Rather than using a 
laser, the areas of powder which need to be solid are fused 
with one of four colored liquid adhesives jetted into the 
surface from an inkjet print-head. 

The main advantages of the technique are low cost 
(comparable to SLS nylon) and the ability to print surfaces 
in full CMYK color. Anecdotal evidence is that the 
permanence of this color is not high (some manufacturers 
add a UV-filtering coating to reduce photodegradation). 

Also, 3DP models are quite friable when removed from the 
printer and, after the excess powder has been removed, must 
be treated with an ‘infiltrant’ (conservators would say a 
‘consolidant’) to improve mechanical properties. 

Two consolidants are offered: a cyanoacrylate for normal 
use, and a 2-part epoxy for greater mechanical strength. 
Both infiltrants improve the saturation of the color printed 
on the model. 3DP printed parts have a weight and texture 
somewhat similar to sandstone and the least ‘plastic-y’ feel 
of the materials discussed here. 

Our Oddy tests of 3DP parts indicate that they are intermediate 
at best, although it is not clear whether this result is dues to 
the colored adhesive binder or the infiltrant. If the latter, it 
should be possible to arrive at an infiltrant which gives a 
satisfactory test.

The main overall features of these 3D printing techniques 
are as follows:

 -  3D printing is slow. Print rates of one vertical inch per 
hour are considered fast. Printing a high resolution copy of 
something the size of a human skull takes around 8 hours on 
a decent commercial machine. 

 -  Build volumes are limited: a build volume of 18" x 12" 
x 8" is considered large. The limited build volume implies 
that large prints must be decomposed into smaller parts 
and assembled to a finished piece. Our experience is that 
you need to design 0.4-0.5 mm clearance between parts to 
ensure that they will assemble without binding.

 -  All 3D printing systems produce some step pattern 
between vertical layers. The step effect can be reduced by 
sanding, tumbling, or by selectively dissolving the surface 
of the part after it has been printed. Unfortunately, all these 
actions also reduce fine surface detail.

 -  In general, at the time of writing, the colors used in ‘full 
color’ 3D printing fade quite rapidly on exposure to light -- 
for museum purposes it is going to be better to print natural 
and paint it yourself. Some manufacturers add a UV filtering 
coating to colored prints to reduce fading rates.

 -  Of all the materials we have experimented with so far, 
SLS nylon is the most satisfactory for the production of 

actual parts in museums – it is cheap, reasonably inert, takes 
paint, can print fairly high detail (better than the best FDM), 
and is robust (you can drop parts on the floor with minimal 
damage). The sintering produces a fine-grained micro-
porous solid; parts which will be handled or displayed in 
dusty locations should be finished with a protective surface 
coating to allow easy cleaning.

 -  Accessioning 3D printed objects made from the currently 
available materials is likely going to lead to some Naum 
Gabo-type permanence headaches. 

As stated above, our preferred material for 3D printing for 
museum purposes is laser-sintered nylon. This material has 
a good balance of cost and mechanical performance with 
excellent Oddy Test results. However, in this application 
we opted to use 3DP since one of the requirements of the 
project brief was that the skeletal elements should be ‘bone-
colored.’ 

Before printing the models, there were three factors that 
we needed to address. The first was a purely engineering 
problem: the 3DP material has a specific minimum wall 
thickness (ca. 5 mm) below which large parts cannot safely 
be removed from the chamber. Where possible, we wanted 
to reduce wall thicknesses to this limit to reduce both the 
weight and cost of the parts. 

The long bones were therefore hollowed out to this wall 
thickness in 3-matic and two 10 mm diameter holes were 
inserted on each part, in unobtrusive locations, to allow 
excess powder to be blown out from the interior of these 
bones. Aside from the cost issue, we felt that this hollowing 
out would promote better and more consistent infiltration of the 
consolidant  after the parts were removed from the printer. 

The second issue was a more general one of ensuring the 
printability of the mesh models. There is a wide and important 
difference between a mesh which can be displayed on screen, 
and a mesh which can be physically printed. Imperfections in 
the mesh such as missing polygons, non-planar polygons, or 
self-intersecting surfaces may be visually imperceptible, but 
will nonetheless make a mesh unprintable. 

Whilst it is possible to heal these defects by hand, 
automated detection and healing are generally much quicker 
and more satisfactory. We have found only one free package 
(AutoDesk MeshMixer) which is reasonably effective at 
healing meshes with low polygon counts (< 0.5M faces).[2] 
As the number of polygons in the mesh increases, one must 
switch to commercial software packages such as netfabb, 
Magics, Geomagic, or 3-matic which are generally quite 
expensive (low to mid $1,000s). 

We used 3-matic since it is tightly integrated into the Mimics 
CT segmentation package which we were using. In many cases 
it may be easier and cheaper to have the computer models 
refined on an agency basis by an outside company (look for 
companies which provide 3D printing services).
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Our final problem was to make the parts ‘bone-colored.’ 
The color of prepared bones varies considerably over their 
surface. Our attempts at reproducing this color pattern by 
painting the various hues onto the vertices of the meshes 
using the Blender, MeshLab, and ZBrush software packages 
were not very successful, due mostly to our inexperience 
with using the coloration tools in these packages. 

If we were doing it now, we would likely take multiple 
digital images of the bones and paint the color from these 
images onto the models’ vertices using the ZBrush’s 
Spotlight tool. At the time, we talked with the exhibits 
department about the problem and, it was decided that, since 
the model was didactic, we would color the bones white.

Printing the Skeleton
After healing the individual models, the skeleton was divided 
into printable sections to fit inside the build volume of the 
printer. Long bones were printed individually, except the tibia 
and fibula. (The fibula is so attenuated in cheetahs that it made 
sense for mechanical stability to merge it with the tibia.) 

In all, 18 different models were produced (fig. 9a). 
The parts were printed off-site by on a 3DSystems ProJet 
x60 series printer, infltrated with two-part epoxy, and 
shipped to the Field Museum. On receipt of the parts we 
found that some of the long bones were incompletely 
infiltrated and that the thinner tail sections had warped 
slightly away from a flat plane. Clearly, application of 
the epoxy infiltrant is a matter of individual user skill and 
requires some attention to detail. 

The warped and incompletely infiltrated parts were re-
printed at no cost until a satisfactory result was achieved. 
The parts were then painted white with acrylic paint. (In 
retrospect, it might have made sense, once the need for full 
color was abandoned, to switch to manufacture in laser 
sintered nylon rather than the 3DP process since the nylon 
would have been both stronger and lighter.)

Building the Body and Assembling the Model
After being used to correctly pose the bones, the 3D body 
model derived from photogrammetry was sent electronically 
to Blue Rhino Studio to provide a basis for the body half of 
the model and the printed and painted bones were shipped. 
On the basis of the model and the printed bones, Blue Rhino 
cut a profile of the cheetah from 1/2” plywood and mounted 
most of the bones to one side, mounting the board upright 
on a base. From there an undersized rough shape of the 
fleshed out half of the cheetah was sculpted in foam and 
then fiberglassed so that clay could be added.

Using the bones as a guide, the fleshed-out side was 
sculpted in clay. The leg bones were mounted in the 
correct locations via wood and steel armatures and 
sculpted with clay as well. Once the entire sculpture was 
complete in clay, a mold was made of just the sculpted 
clay area. This was cast in fiberglass, mounted to the 
original boards with bones (after the clay was removed), 
and the final tie ins and details were finished prior to 
adding a glass eye and painting.

Conclusion
Given adequate space and lighting, photogrammetry can be 
used to create 3D computer models of large, furred natural 
history specimens which cannot be successfully imaged with 
laser or structured light scanning. Photogrammetry also 
provides excellent surface color information.

Assuming one already has a DSLR and a computer, 
photogrammetry with the Agisoft PhotoScan software package 
has a low cost of entry compared to laser scanning (systems 
for larger objects start at $4,000 and go up to $50,000) and 
structured light scanning (systems start at $10,000 and go up to 

Fig 9a. Scans. Merged skeletal assemblies. Rendered in Blender.

Fig. 9b. Printed models. Merged skeletal assemblies as printed in 
3DP.  Note that the hyoid structure broke away from the cranium.
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$50,000). Capturing images during the day and reconstructing 
the computer models from the images using an overnight 
batch process is a successful and satisfactory workflow. 

Of the photogrammetry packages we tested, Smart3DCapture 
gives better results than PhotoScan when there are surfaces 
with little apparent texture. The better performance of 
Smart3DCapture in these areas of low texture may well be 
a result of the software’s ability to use the higher dynamic 
range of 14-bit RAW camera files where PhotoScan is 
limited to 8-bit images. 

A perfectly satisfactory 3D model of the mounted cheetah 
specimen was derived using the Agisoft PhotoScan software 
even though the images capture methods we used were not 
optimal. It appears that, provided that lighting stays invariant, 
there is visible texture, and the depth of field is sufficient, 
photogrammetry can produce useful results even with less 
than optimal images (e.g., captured using a zoom lens rather 
than a fixed focal length lens and with some noise due to 
long exposures at 800 ISO). Consideration should be given 
to placing scales, or obtaining known dimensions, during 
photogrammetric image capture so that models can be 
scaled correctly.

Medical CT scans of prepared bones and alcohol-preserved 
specimens can be segmented to produce useful 3D computer 
models of skeletal elements for larger natural history 
specimens. When performing medical CT scanning with a view 
to 3D model extraction, it is important to mount specimens 
with their long dimension parallel to the scanner bed and 
on a low x-ray attenuation layer to give good separation 
between the objects and the scanner bed. 

Segmenting dry bones is much easier and quicker than 
segmenting bones from alcohol-preserved flesh. 3D models 
can be produced from the segmentation with appropriate 
software. 

Conversion of the computer models to 3D printable models can 
be very time-consuming if done manually, but automated 
software solutions exist for this process. Coloring models to 
give a life-like appearance when 3D printed can be difficult. 

3D printing is relatively slow and build volumes are 
relatively limited when compared to CNC cutting. Within 
these constraints, many options exist for 3D printing objects 
for museum display.  Some of these are more suitable for 
long-term museum use than others. 

The major advantages of 3D printing compared to CNC 
cutting are the excellent fine detail reproduction and 
the ability to handle arbitrary shapes (especially with 
powder-based printing such as laser-sintering and 3DP). 
In particular, the chemical stability of some 3D printing 
materials is not suitable for long-term use in museums, and 
color in 3D-printed parts may have low permanence. These 
points require consideration when producing 3D-printed 
objects for display or when accessioning artifacts which are 
3D-printed or contain 3D-printed components.

Laser-sintered nylon powder appears to provide a useful 
balance of low cost, good mechanical properties, and good 
chemical stability compared to other materials that we have 
tested. At present, this material can be dyed some solid 
colors, but cannot be produced in full color. The porous 
surface that results from laser sintering requires a paint layer 
to prevent grime accumulating in the pores if objects will be 
routinely handled.

Parts produced with 3DP gypsum are heavier and more 
mechanically fragile than equivalent parts made in laser-
sintered nylon, but have a slightly cool, gritty feel which more 
closely approximates bone or ceramic. Oddy Test results on the 
3DP materials we tested gave intermediate results. 3D printing 
can be successfully integrated with more traditional modeling 
techniques to produce replicas in museums.

Fig. 10.  Final 
anatomical model of 
the cheetah at Blue 
Rhino Studio. Image 
courtesy of Tim Quady, 
Blue Rhino Studio.
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Notes
1. AutoDesk also provides a professional, fee-based version 
of photogrammetry service as part of its ReCap offering, 
which we did not evaluate.

2. Online printing services such as shapeways.com often 
include mesh repair as a free, automatic service once the 
model has been uploaded. There are also dedicated cloud-
based mesh repair services such as the Microsoft model 
repair service at https://modelrepair.azurewebsites.net/
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